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Abstract 

The need for a new generation of genetic operators is shown by considering a class of constrained continuous 
optimal control problems and a simple, but high dimensional , constrained function minimisation problem. 

1 Introduction 
Evolutionary algorithms (1], (2] are making the transition from academic curiosity to fully fledged industrial tools. 
This means that t hese algorithms are starting to face a new breed of function to optimize, highly non-linear ones 
with large degrees of freedom . While industrial problems may not be as convoluted as t he typical set of 'test' 
problems encountered at conferences, these new real life scenarios bring a new set of hurdles for the evolutionary 
algorithm to overcome. 

In this paper, one particular aspect of these industrial problems will be examined , namely : achieving good 
convergence when there are from several hundred to several thousand real-valued parameters which have to be 
optimized in the presence of equality constraints. 

Even given an engineer's doctrine of always adding 10% for safety, very few engineers are going to trust the 
answers produced by a method that cannot solve 'simple' high dimensional problems accurately. 

Thus, there is a need to take evolutionary algorithms one stage further and show that they can produce 
answers as accurate as the more well established 'tried and true ' classical methods for such problems. 

2 High dimensional problems 
As the number of degrees of freedom increases , so the chance of (randomly) moving m the right direction 
decreases! Consider a simple step function , defined on [-1.0 , 1.0) 

f(x) = 0 

f(x) 1 
llxllinf $ 0.1 
otherwise 

There is no problem in solving this. In a couple of generations any evolutionary algorithm will find the hole. The 
solution space is 10% of the search space. 

Consider the problem in 2 dimensions, the solution space is now only 1% of the search space. In 3 dimensions 
it becomes 0.001 th of the search space . As the dimensions increase so the chances of finding the solution decreases. 

Now instead of thinking of the hole as being an actual solution, consider it to be a descent direction! Think 
of the first dimension being a longitude, wrapped around the equator of a sphere, and the second dimension being 
a latitude running from the north to south pole . The descent directions are defined to lie in a cone centred at 
the centre of the sphere an emerging from the 'hole'. All other directions are 'uphill' directions . How does an 
evolutionary algorithm find such a descent direction in a 200+ dimensional problem. Cer·tainly NOT by random 
perturbations. 

When constraints, especially equality constraints, are added to the problem, in the form of penalty functions, 
then the problem becomes even worse, since then it is very easy to overshoot the descent region. 

3 Constrained continuous optimal control problems 

3.1 Definition of problem 
At Central Queensland University, research is being conducted to develop an evolutionary algorithm to solve 

a whole class of optimal control problems. This class of constrained continuous optimal control problem is defined 
in Fig (1). In general these problems are highly non-linear and the constraints are severely limiting. 
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Minimize 
q it' I= min L cl>;(x,u,p, t) + lj1(x(t1),p, t1) + fo(x,u,p, t)dt 

uEU i:l to 

subject to the following constraints 

dx f(x, u, p, t) dt = 

x(to) xo(xp,p, t) 
g(u,p, t) < 0 

G(x , u,p, t) 0 

g(x, u,p, t) < 0 

llT(x(t!), p, t1) 0 

1/J(x(t!),p, t1) < 0 

it' H(x, u,p, t)dt- h1(x(h),p, it) 0 to 
jt' h(x,u,p, t)dt- h2(x(t!),p, h) < 0 to 

:=:(x,p, u, t) 0 

~(x , p, u, t) < 0 

where 
• to is the initial value of the independent variable. The value of to may or may not be fixed. 

• t1 is the final value of the independent variable . The value of t1 may or may not be fixed. 
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(1) 

(2) 

(3) 
(4) 
(5) 
(6) 
(7) 
(8) 

(9) 

(10) 

(11) 
{12) 

• p is a vector of unknown parameters. p is allowed to take any value within a pre-defined · hypercu be. 

• xp is a vector of unknown parameters which is used to parameterise the initial starting point . xp is allowed to take any 
value within a pre-defined hypercube. 

• x(t) is a n-vector of state variables. u(t) is a m-vector of unknown control variables. 

• 1/1 and fa are real valued functions. 

• f and xo are n-dimensional functions. xo defines the initial starting point of the trajectory. This point can be parame-
terised by using xp and the initial starting time. Since to may or may not be fixed and the system may or may not be 
using 'Miele's' (8] change of variable for the time the parameters p and t are also supplied to x 0 . 

• cl>,:=: and~; are interior point functions. That is each one holds only for a instant somewhere within the range to :=:; t :=:; iJ. 
The tiine at which each one holds may be implicitly defined. (Note that if t is defined explicitly, then they can be handled 
in a quite straight forward manor.) These are actually vector functions. This is a technical nicety, that enables several 
interior point penalties to be active at once. There is no need for these penalties to be related in any way, for example 
they need not occur at the same instant. 

• The functions g and h are assumed to hold over the whole of the interval [to , t1]. Functions that hold for a finite period 
of time, shorter than the full period of integration, can be extended (and thus transformed into the form of g or h) by 
defining them in such a way that they always return zero in the undefined regions. 

Thus the problem is to find the values of u(t) , xp and p, that produce the optimal value of I. 

Figure 1: A Class of Constrained Continuous Optimal Control Problems 

Australian Journal of Intelligent Information Processing Systems Spring/Summer 1997 



242 

3.2 Solution approach 
The method used for solving these problems is to approximate the control curve u by a piecewise approximation, 
usually a linear spline. In order to accurately approximate a curve by a linear spline it is necessary to have many 
node points, typically of the order 100. Given that u is m-dimensional, this means that there are over lOOm 
parameters to find . 

This representation is then encoded in an evolution program (5] type structure and a suitably defined set of 
crossover and mutation operators are then applied (11 , 12]. 

3.3 Limited accuracy 
Over the last 2 years, just about every published operator that has appeared even remotely feasible, has been 
considered, modified and implemented, to try and improve the speed of convergence and the overall accuracy of 
the solution. The current algorithm (about 20000 lines of Ada code) can find the neighbourhood of the optimal 
solution consistently and fairly rapidly. However , even for some ' simple textbook' problems, the algorithm fails 
to zero in on the optimal solution with a high degree of accuracy. 

3.4 Analysis of constraints 
Constraints of the form (5) and (7) are of interest in this paper. It is necessary to understand the delicate nature 
of these equality constraints . This is a functional optimisation problem. The optimal solution consists of a 
function, u(t), and possibly two points , xp and p. In this particular case the u(t) is a curve in m-dimensions 
parameterised by time. A given combination of u , xp and p then uniquely define, by application of (2) a trajectory 
x, which is a curve in n-dimensional space. The equality constraint (5) basically says that the control u and the 
trajectory x have to lie in a surface defined in m x n space. 

While u , xp and p are explicitly under the users control, x is implicitly defined, through (2), which is in 
general a highly non-linear relationship . Any perturbation of u , xp or p will cause x to change in a way that is 
very difficult to predict. If u is perturbed over a small interval (t;, t;+l] then changes in x occur at all subsequent 
time points (t;, h] and not just in the local region (t;, t;+d · These perturbations are then integrated over to form 
the performance index (basis of the fitness function) and the constraints. Thus, even if the interval (t;, t;+!] is 
small, the effects of the perturbation in u can be greatly magnified through the subsequent changes in x . 

Since a surface has zero ' thickness ' , it is very likely that the perturbation of a system which did lie in a 
surface, will no longer do so . This shows up as an increased contribution of the associated penalty function in 
the fitness function . In order that the solution remain ' in' the surface or at least close to it, other modifications 
must be applied to cancel out the 'global ' effects. This is a very sensitive task which is beyond the abilities of 
the normal mutation operators. The combination of perturbations must be carefully balanced to ensure that the 
global effects are minimised . 

3.5 Current attempted solutions 
A survey of the literature shows that there are a number of genetic operators that attempt to adapt themselves to 
the local neighbourhood , either trying to determine the correct size of a perturbation, or to attempt to determine 
the correct direction to move in. While these have worked in other problem areas, they are not quite 'intelligent' 
enough for really complicated problems. 

The following brief discussion illustrates why a sample set of these operators breakdown . 

if flip(O. 01) then perturb; It can easily be seen that perturbing an isolated gene or two in the chromosome 
is very unlikely to work. Because of the functional nature of optimal control problems, these perturbations 
do not simply affect the local area. These perturbations have a ' knock on' effect to all subsequent time 
points. Thus even if the perturbation did move the point towards better constraint satisfaction, the other 
'global' effects will out weigh any 'local' benefits. Thus the isolated perturbation of a few alleles is very 
unlikely to result in an overall improvement . 

EP and ES Fogel's evolutionary programming and versions of evolutionary strategies use various forms of Gaus-
sian perturbations to mutate all of the alleles. This mechanism tries to determine the 'velocity ' (size and 
direction) of the chromosomes as they are steadily improved. At this they are quite successful. However, 
they appear to flounder when it is necessary to change direction or are moving with very small speed. This 
problem is exacerbated as the dimensionality of the problem increases. They just randomly hunt for a new 
'descent' direction. 

Differential evolution Storn (16] has developed a radically new type of evolutionary algorithm, Differential 
Evolution. This is similar to evolutionary programming in many respects, however , it has a more explicit self 
scaling mechanism. The perturbations applied to one chromosome are 'calculated' by taking the 'difference' 
of two or more other chromosomes. Thus the size of the perturbation is determined by the relative positions 
of the chromosomes in search space. As the algorithm approaches the optimal value, so the chromosomes 
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will tend to cluster together . As a result the differenc;es will get smaller and hence so will the perturbations. 
This means that the child chromosomes will remain·' in the vicinity of the optimum. 
The advantage that this operator has over the usual forms of crossover , is that the direction of the pertur-
bations are totally arbitrary. They are not limited to the corners of the hypercube (simple crossover) or to 
the diagonal of the hypercube (arithmetic crossover) . 
In its original formulation , this operator, only perturbed a subset of the alleles . However, this can easily 
be extended to modify all of the alleles. Unfortunately, there is no guiding 'intelligence' in selecting the 
directions of these perturbations. 

Michalewicz's boundary operators Michalewicz [7) has designed several (repair) algorithms that move a 
point to a boundary or constraint. This is usually done by fixing all but one of the variables, then determining 
what extreme values that variable can take. This variable is then set to one of these extreme values. This 
works reasonably well for function optimisation with well-behaved (usually convex) constraints . 
On<fe on the constraint boundary, Michalewicz (7) then uses special operators to ensure that the point 
reri;.ains on the boundary. His justifiable reasoning is that' in about 95% of all real world problems, the 
optimum will lie on the constraint boundary. 
Unfortunately, the implicit nature of x, makes this approach difficult if not impossible to implement in 
optimal control problems. If a component of u, which lies in the constraint surface, is perturbed to another 
point, which also lies in the surface, there is very little chance that the subsequent trajectory, x, will remain 
in the surface. The only way of determining the cos t of such a perturbation is to do a full fitness evaluation, 
there is no way of predetermining how badly the constraints will be violated . 

Genocop Ill equality constraints In Genocop Ill [6), Michalewicz defines an f region around the non-linear 
equality constraints, in order to give them some ' thickness'. The algorithm then proceeds by using two 
populations of chromosomes, one set that always lies in the f region and one that does not . The aim is 
for the outside set of chromosomes to explore the search space and to 'drag' the inside points around the 
constraint surface. The internal population also acts as an 'anchor' to keep the external chromosomes in 
the neighbourhood of the constraint. 
This approach cannot work with an optimal control problem because it is very difficult to keep the internal 
population inside the ( neighbourhood of an implicitly defined constraint surface. 

3.6 New approaches 
We propose a new generation of evolutionary operators. These operators need to be: 

Complete perturbations The original concept of using an occasional perturbation of one or two components 
within a chromosome in order to maintain ' genetic diversity' does not work in these highly constrained 
environments. 

Clever With the high dimensionality comes the problem of accurately determining the correct search direction. 

Self-scaling The success of an operator is critically dependent on it being of a similar 'size' to the task it is 
attempting to solve. In classical optimisation, most algorithms claim 'superlinear' or 'quadratic' convergence 
in the neighbourhood of the solution. That is to say, once the algorithm has found an approximate solution 
which is close to the actual solution , it will rapidly converge to the solution. It does this by only using 
information gathered within that neighbourhood! 

3.6.1 Simplex operator 

The traditional mathematical Simplex Method [3 , 9], frequently used as a local hill-climbing mechanism, is built 
about a single parent . The n + 1 vertices being defin ed by v and the n vertices v + r; where r; is a suitable, 
non-zero, perturbation applied to the ith component of v. While this simplex has the very good mathematical 
properties of orthogonality and linear independence, it has no innate awareness of its environment. How big 
should the perturbations be? The approximate size of the perturbations can be gained in a general sense by 
keeping a record of the finishing sizes of previous simplexes. How can the simplex be initialised to lie along 
a valley floor? There is no easy way of determining the correct orientation for the initial configuration of the 
simplex. As a result , a full-dimensional simplex must be created. There is no easy way to mathematically create 
a sub-dimensional simplex that lies in the correct subspace. The simplex algorithm does not scale up to very 
high dimensional problems very well. Rowan [10] has carried out work on modifying the simplex method so that 
it can concentrate on the dimensions of steepest descent . 

In [13], it is proven that the simplex algorithm will work even if the vertices are not linearly independent or 
even if two or more vertices are identical. Given this stability, it is now possible to write a genetic operator 
based on the simplex method that uses several chromosomes as parents. If several (0(10)) parents are selected, 
they can be used to define the vertices of a simplex. This simplex will still be scaled automatically. The distance 
between the chromosomes will reflect the current neighbourhood/stage of the problem. The simplex need not be 
fully dimensional, that is the number of parents chosen can be very much smaller than the number of degrees of 
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freedom . However the simplex will be orientated in the right direction automatically, since the parents will tend 
to lie along the valley floor. The simplex method is then applied for a fixed number of function evaluations. The 
vertex corresponding to the best position achieved by the simplex then becomes the child chromosome. It can 
be shown that this operator will return an answer at least as good as the best parent. Best results are obtained 
if the usual test for convergence of the simplex is removed and the operator is terminated after a fixed number 
of function evaluations. 

3.6.2 Parabolic operators 

Many traditional minimisation routines incorporate a parabolic fitting algorithm to help determine the minimum 
point of a one dimensional minimisation. This technique can be developed into a genetic operator [14, 15] . 

Given a parent , a child is generated by perturbing every allele by a suitably scaled amount. The child's fitn ess 
is then evaluated. If it is better than the parents then accept it and carry on. However, in general the child 's 
fitness will be worse than that of the parent. This means that the child is located 'up-hill' to the parent. What 
about the exact opposite direction? A second child can be created by reflecting the original child about the 
parent : c' = 2p- c. If the original child was up-hill of the parent then this new child might be 'down-hill' , if it is 
then accept it and carry on . In the case , where the second child is also worse than the parent, then it is possible 
to fit a parabola through the three points whose base lies between the two children. The base then defines the 
position a third child. If this child is better than the parent then accept it. 

The philosophy behind this operator is that well behaved functions tend to behave like a quadratic function 
in the neighbourhood of a (local) optimum. 

3.6.3 Modifying established operators 

The principles behind the parabolic operator can also be applied to various other operators, for example 

Arithmetic crossover If the child (c = ap1 + (1- a)p2) has a better fitness than both of it 's parents, then 
a parabola is again defined and for the cost of one extra function evaluation the point at the base of the 
parabola can also be tested. 

EP and ES If the child created by EP orES is less fit than the parent, then it is usually 'thrown' away. However, 
if the 'mirror image' child is created by reflecting the child through it's parent is also created, then this 
child may be better than the parent, if so accept and proceed. (The reasoning being that the original child 
went uphill to the parent therefore the exact opposite direction might be a downhill direction). If the second 
child is also worse than the parent then again there are three eo-linear points that define a parabola and 
the base can again be investigated. 

Differential evolution In essence, the child of DE has the form c = P1 + f(P2 - P3 ). A perturbation, defined 
by two or more parents is added to the 'main' parent. Again a 'mirror image' child can be defined and 
processed in the same way as for EP and ES above. 

4 Examples 

4.1 Optimal control problem 1 

Minimize 

(13) 

subject to 
(14) 

and 
x(O) = (2, 0) x(l)=(O,O) sqrt(ut(t)u(t))- 1 = 0 (15) 

This problem has been taken from McCausland [4). It has been modified from a free end time problem into a 
fixed end time problem as per Miele [8]; pis a parameter which is the result of this process. The optimal solution, 
u = (-cos(t),sin(t)) with a performance index of 2.0, can easily be found using the Maximum Principle. 

The system of differential equations (14) tie the whole system together. Once, a suitable control u is deter-
mined and a value for the parameter p is picked, the system can be integrated forward , from the initial point 
(15a), until time t = 1. This then determines the corresponding x(t). The u and x values can then be inserted 
into the constraints (15b, c) to see how well they are satisfied and the performance index (13) can be evaluated. 

This example involves three equality constraints. The first is assumed to be satisfied explicitly and can be 
ignored. The third is solely a function of the parameters we are able to control directly. 

However, the second constraint is written in terms of x, which is implicitly determined by the chosen values 
for u . Which way is the correct way to perturb the ·u values to satisfy this constraint? 
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1.0 

0.0 

0.0 1.0 

Figure 2: Optimal solution for control problem 1 

It should also be noted that constraint three is a functional constraint. It does not state that a single point 
should lie in a surface, it requires that a curve lie in a surface. 

A fitness function can be created by incorporating the constraints (15b, c) into the performance index (13) 
by the use of quadratic penalty functions, to give 

(16) 

where k1 and k2 are penalty multiplying factors. 
For the optimal control problem, the addition of the simplex operator to the plethora of operators (including 

arithmetic crossover, 1-, 2-, 3- point crossover, differential evolution, Fogel's evolutionary programming operator, 
Michalewicz mutation operator, local hill-climbing based on the (mathematical) simplex method) already imple-
mented is found to assist in the general convergence of the system. The introduction of the parabolic operator 
during the latter generations of the algorithm produces a significant improvement in the convergence of the algo-
rithm . Further details on the actual algorithm used are given in section 4.3 . The internal equality constraint is 
satisfied to 2 extra significant digits. The overall fitness function continually remained very close to the analytical 
solution. 

Typically, when minimising, the fitness function remains above the known solution value, being made up of 
a slightly undervalued performance index plus a largish penalty t erm. When the evolutionary algorithm reaches 
its limit of resolution , this penalty term begins to grow and the overall fitness function starts to increase as the 
quadratic penalty multipliers are gradually increased. 

When the parabolic operator is added, this no longer applies. Instead the fitness function stays very close to 
the performance index, the penalty terms are kept quite small as the multipliers are increased, so much so that . 
the fitness function may even drop below the analytic value of the performance index. A typical solution is: a 
performance index of 1.999982 with a penalty of 1.147E-5 while the final end point is (-4.719E-11, 1.663E-10) and 
the maximum error in the third constraint of 6.703E-5 (average : 1.446E-5) . This indicates that the parabolic 
operator is helping solve the actual problem, (16) subject to (14) and (15a), extremely accurately. (The analytic 
solution of a problem where the constraints are incorporated as quadratic penalty functions is always slightly to 
one side of the equality surface and has value slightly less than the true solution. For this reason the quadratic 
penalty is referred to as an inexact penalty function.) 
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This is extremely encouraging, as it indicates that the parabolic operator is able to keep the fittest individual 
quite close to the optimal solution for the given penalty multipliers . It is then possible to ' walk' the solution in 
to the correct answer by slowly increasing the values of the multipliers. (Previously, the penalty terms just grew 
as the multipliers were increased beyond a certain level.) 

The parabolic operator was only applied once the solution was known to be in the vicinity of the optimal 
solution, because it was too effective in the early stages and tended to retard the performance of the overall 
evolutionary algorithm by locking in tightly to a local minimum. The solution remained in this basin of attraction 
until the penalty multiplier functions had grown sufficiently large to 'smooth' out the basin and allow the solution 
to escape towards the optimal value. 

4.2 Optimal control problem 2 
Minimize 

1
11 

0 1dt (17) 

subject to 
(18) 

and 
x(O)=(l,O) x(h) = (0 , I) sqrt(u'(t)u(t))- 1 = 0 sqrt(x'(t )x(t)) -1 = 0 (19) 

This problem is similar to the previous one, except that an extra constraint (19d), involving x only, has been 
added and now the final time t1 is free. The analytic solution is u = (cos(t), - s in(t)) with a performance index 
of 1r /2 . The system corresponds to a particle being constrained to move around a quarter arc of the unit circle 
with unit velocity. 

The fourth constraint is written solely in terms of the dependent variable x, the variable u which is under 
explicit control of the evolutionary algorithm is not present. 

A series of test runs where performed to determine the approximate value of it. These resulted in the lower 
and upper bounds of 1.57 and 1.58 respectively. The system was then run with fixed, evenly spaced interior node 
points and only the final node point allowed to vary. The reason for first finding the lower bound on it was to 
ensure that it was greater than the t value of the node immediately before it . This ensured that the system was 
never 'integrated backwards in time'. 

The evolutionary algorithm was then run to determine it and the value of u at 97 (almost) evenly spaced 
nodal points. This gives a total of 195 unknown parameters. 

A typical solution is: a performance index of 1.5707963 while the errors at the end point (19b) are -6 .37136E-10 
and 5.24138E-10. The maximum errors in the two interior equality constraints are 8.6456E-8 (average 4.4753E-8) 
for (19c) and 2.32197E-8 (average 6.927461E-9) for (19d) . 

4.3 System configuration 
Both of these problems were solved using a gene pool of 30 individuals which was evolved for 32000 generations. 
The penalty values k; started at 10.0 and were incremented linearly every 10 generations to a final value of 
100000.0. The integrations were performed using the classical 4th order Runge Kutta algorithm across 2 spline 
intervals giving 48 integration steps for each integration. The approximate probabilities at which the various 
operators were applied are 1-pt crossover : 0.4, 2-pt crossover : 0.2 , 3-pt crossover : 0.1, DE : 0.1, Simplex : 
0.05 (since it involves several function evaluations), arithmetic crossover : 0.05 and parabolic operator (after the 
first :WOO generations) : 0.1. EP and Michalewicz perturbation operator were used as mutation operators with 
probability of applying them to a chromosome of 0.005. (No attempt has currently been made to optimise these 
ratios.) 

4.4 A high dimensional constrained function minimisation 
To illustrate the sever difficulties encountered with high dimensional search spaces, the following problem has 
been constructed to help investigate the new techniques. 

Minimize 
xT x + k(sqrt((x- five)T(x- five))- 4sqrt(n)) 2 (20) 

where k = 1.0£6 1s a quadratic penalty function multiplying factor and n is the dimensionality of the prob-
lem. This is the simple quadratic surface with the constraint that the solution lay on a hypersphere centred at 
(5, 5, . . . , 5) of sufficient radius that it pass through the (optimal) point (1, 1, ... , 1). 

The parabolic operator was seen to have dramatic effects. When n is set to 200 the original genetic algorithm 
struggled to get 3 decimal digits of accuracy in the fitness function and 1-2 decimal places in the components 
of x, whereas with the same number of function evaluations the system augmented with the parabolic operator 
managed to achieve machine accuracy (14 decimal digits) in the fitness function and 6-7 decimal places in the 
components of x. The algorithm appears to converge logarithmically. (Each successive decimal digit is found in 
approximately the same number of generations.) 
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1.0 -.---------._ 

0.0 

0.0 1.6 

Figure 3: Optimal solution for control problem 2 

5 Conclusions 
Constrained continuous optimal control problems present exceedingly complicated search spaces for Evolutionary 
algorithms. They high-light ·some of the short-comings of the current set of genetic operators and the need for a 
new generation of 'intelligent' operators. The preliminary investigations presented here, show that the simplex 
and parabolic operators may be the first, of hopefully many, new operators capable of working well in the arduous 
high dimensional search spaces that are defined by real-life industrial optimisation problems. 
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